
Concept Web Alliance Hits Ground Running in
Bid to Harness Semantic Web for Life
Sciences
May 15, 2009

Newsletter:  BioInform

This story has been updated from a previous version to include additional comments.

The Concept Web Alliance — an international nonprofit organization aimed at harnessing
semantic web approaches to corral life-science data — kicked off Friday with an inaugural meeting
in New York City's Hall of Science.

At the conference, which attracted around 60 attendees from research institutions, pharmaceutical
companies, and publishers, the CWA's 11 founders explained that the alliance aims to pull together
existing academic projects, as well as seek new ideas and methods, to address the challenges
associated with high-volume scholarly and professional data production, storage, interoperability,
and analyses.

CWA founders said that they also plan to reach out to commercial entities, including publishers and
software vendors, to assure access, reliability, acceptance, distribution, and growth strategies for
the alliance, its methods, and technology.

While the CWA is initially focused on the life sciences, co-founder Barend Mons of the Erasmus
Medical Centre at the University of Rotterdam and Leiden University Medical Centre, said in his
presentation that membership and involvement is open to other disciplines as well.

Other founding members of the CWA include Amos Bairoch and Frederique Lisacek from the Swiss
Institute of Bioinformatics, Katy Börner from Indiana University, Carole Goble from the University of
Manchester, Henning Hermjakob from the European Bioinformatics Institute, Mark Musen from
Stanford University, Gert Jan van Ommen from Leiden University Medical Center, Abel Packer from
the Latin American Caribbean Center on Health Sciences Information, Frank van Harmelen from the
Free University of Amsterdam, Jan Velterop CEO of KnewCo, and Mark Wilkinson from the
University of British Columbia.

The alliance originated in the Netherlands, with an undisclosed amount of funding from the
Netherlands Bioinformatics Centre and the Melton Foundation, but Mons noted that it is not
intended to be a "top-down organization." The CWA has not yet finalized its organizational structure
and is looking for members and their input, speakers said at the meeting.

KnewCo's Velterop told BioInform via e-mail that the CWA has been established as a 501(c) 3
organization in the US and a charity in Europe, and that the group is currently working on a
sustainability and governance plan.

The CWA seeks to assure that "the data can talk to each other," but the motivation is "down-
to-Earth" and not intended to appeal to only "a few highbrow scientists," Mons said.

Thinking in Triple
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The CWA has posted a "declaration" on its website in which it states that it aims to enable an "open,
collaborative environment" to develop "methodologies to make massive data interoperable,
non-ambiguous, non-redundant, and accessible for life science research."

The key to doing this, according to the document, is capturing content in "semantically rich triples"
— a data structure of the form concept-relation-concept — that are compatible with semantic web
standards such as RDF, or resource description framework, and OWL, the web ontology language.

"Ideally triples representing concept/relation-concept 'facts' of curated observational and
hypothetical connections form a dynamic Concept Web," the founding declaration states.

A triple is comprised of two concepts and an explanation of the link between these two concepts,
much like a sentence with a subject, object and predicate, CWA founders explained at the meeting.

Mons said that the concept web builds on the way "we essentially think as humans, by connecting
concepts." Each concept is "a unit of thought" and the edge is the relation between the two
concepts, which will "ideally" carry unique identifiers to allow searches by computers as well as
reading humans, he said.

The alliance is not trying to "make the ontology of the world," Mons said, but instead seeks to
capture concept relations. Triples can be curated, observed, or hypothetically derived.

Barend Mons' brother, linguist Albert Mons, who is on the CWA organizing committee, told
BioInform via e-mail that the concept web is "an interpretation and concrete implementation of the
rather more generic notion of the semantic web."

Semantically rich triples include facts such as those assembled in curated databases such as
Swiss-Prot, which are "as true as you can get in science," assertions based on established
experimental results or peer-reviewed journals, triples of concepts that have been mined with the
help of computational tools, triples based on new data, or hypothetical triples extrapolated from
experimental or simulated data, Mons said.

Scientists can add to the "triple store" insight they gather in the course of their research, Mons said.
As Velterop said in his talk, publishers might find it useful to "tripletize" material or help to create
triple stores of material contained in journal articles.

In one discussion segment, Harvard Medical School systems biology researcher Walter Fontana
said that triple stores might offer the chance for scientists to catalog and publish scientific results for
experiments "that did not work out." Velterop agreed that negative data are an "underused" data
source.

The links or edges between concepts can be "richly annotated," Mons explained, such that they
include time-date stamps to offer information on the provenance of the data, additional facts that
sustain or contradict a concept, or offer quantitative information such as the number of
co-occurrences of triples in the literature to help scientists "build hypotheses on their computer
screens."

CWA plans to advocate for efforts to develop and refine ways of harvesting triples as well as
methods to reason over them, Mons said at the meeting.

To illustrate the benefit of the concept web, Mons said that a Google search with the query terms
"cancer" and "Kaposi's sarcoma" yields 12 million hits, while "malignant neoplasms" and "Kaposi's
sarcoma" delivers 290,000 hits, even though, "on the concept level," it is "exactly the same query."

"Either you miss a lot or you get too much information," he said.

Ideally, Mons said that concept web methodologies could be used to map all English and
non-English terms that define cancer to the Unified Medical Language System code for cancer, and
linked via that code. This approach would allow queries to harvest the data and its context more
effectively, he said.

Concept Web Alliance Hits Ground Running in Bid to Harness Semanti... http://www.genomeweb.com/print/916615?page=show

2 of 5 5/26/2009 2:26 PM



Triples can also be plotted to do "concept profile mapping," to allow researchers to build models
based on these concepts and analyze concepts and their relations, Mons said.

Use Cases and Opportunities

Gert Jan van Ommen from Leiden University Medical Center said in his talk that the CWA might
benefit from current projects that are aiming to overcome fragmentation of information in biobanks.

The rising interest in pharmacogenomics and the increase in resources being allocated to integrate
biobanks across national, cultural, and language borders in Europe might serve as a use case for
the application of triples to organize, classify, and link clinical and -omics data, he said.

"I think biobanking is one of the fields [where the CWA] should look at for applications," van Ommen
said. Storing data in triples would "significantly reduce the complexity" of tasks facing biobanks, he
said, because concepts could be translated into numbers that would correspond to the same
concepts in Finnish, Greek, or Italian, for example.

Other speakers said that the Concept Web Alliance could also draw on existing efforts such as the
open access OmegaWiki, which provides lexical and ontological information on many of the world's
languages; and the BioExpert project, a pilot knowledgebase that contains information about the
peroxisome with information linked graphically via semantic web architecture.

As for commercial applications, an opportunity for vendors might be creating concept web browsers,
Mons said.

Harvard's Fontana agreed that software vendors might find possibilities involving the concept web.
He told BioInform that he thought CWA was a "great idea," but warned that "the devil is in the
details."

For example, he said, some analysis of triples might require computationally intense algorithms that
would lend the concept web an additional layer of complexity that still needs to be worked out.

Likewise, John Wilbanks, who heads the Science Commons project at Creative Commons and who
also attended the meeting, expressed a mix of optimism and caution about the effort.

In a blog entry posted this week, Wilbanks noted that he signed the CWA declaration because he
agrees with its "core ideas of cooperation and coordination of methods and infrastructure." However,
he urged the group to follow the same model that made the World Wide Web successful, which he
attributed to the fact that it was "technically open from the very start."

"I think the CWA has the opportunity to be a tremendous public good," John Wilbanks noted on his
blog.

He commented in an e-mail to BioInform that he was invited to the inaugural meeting and his focus
has been "how the CWA might best be made truly open."

On his blog, Wilbanks proposed a definition of "open" for the CWA to follow, which includes several
recommendations, including the fact that any database of triples that it might compile be "in the
public domain. Period. No commercial licensing allowed on that database — we have to be able to
endlessly remix and recombine."

The World Wide Web Consortium has also formed a group tasked with looking into the application
of semantic technology for life science research. The group, the W3C Semantic Web for Health
Care and Life Sciences Interest Group, fully supports the CWA "and shares the spirit and intention"
of its goals and welcomes its "new allies," Scott Marshall, a researcher at the University of
Amsterdam, who co-chairs the committee, told BioInform via e-mail.

The concept web and the semantic web are not "essentially different," he said. The CWA is "an
effective form of communication of the potential applications of the semantic web," he added,
underscoring that "the time is ripe to coordinate how we will share certain types of knowledge."
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Triples and triples exchange involve many issues "that lie at the core of ongoing semantic web
research," Marshall said. Those issues include semantic modeling of a statement attributed to a
person, linking assertions to different forms of evidence or sources, and the use of RDF and OWL to
represent triples and triplestores.
The CWA also seeks a unique identifier assignment, which is "an important foundation for
knowledge exchange," he said. CWA has been in discussions on how to coordinate this goal with a
venture devoted to this functionality called the Shared Names Steering Committee.

"I am happy that there are also companies interested in investing in such a worthy endeavor,"
Marshall said, referring to Knewco's involvement in the CWA. The company supports the
crowdsourcing ventures WikiProteins and WikiProfessional and is a founding member of CWA
[BioInform, June 6, 2008]. "Certainly, Knewco can bring both Wiki Professional and its users to the
table as a proving ground."

Around the Globe in Triples

Ruben Kok, managing director of the Netherlands Bioinformatics Centre, told BioInform at the
meeting that the CWA approach is built upon the way research is communicated in the Netherlands.
In a small country, he said, a networked approach to research is common.

As Kok told BioInform via e-mail, NBIC believes the CWA will "develop, advocate, and implement
generic solutions for data interoperability, which we expect will greatly benefit the life sciences."
NBIC sees that the CWA needs to be established as an international organization and has not only
taken the lead to "get this off the ground" but also plans to be "one of the driving forces for the next
phase as well," he said.

The venture has to be international since science is global, Mons told BioInform. Had the CWA been
started by a US-only team, it might be seen as an attempt by the US to "dominate the discussion,"
he said. The Netherlands is a "small non-threatening country" where some people have "big
mouths," which is one reason why the CWA has many Dutch founding members, Mons jested.

Triples can help overcome many barriers that hinder knowledge sharing, CWA co-founder Abel
Packer told BioInform. He is director of Bireme, the Latin American and Caribbean Center on Health
Sciences Information, headquartered in Brazil. "With triples you can easily transfer scientific
knowledge from English to Spanish to Portuguese," he said.

CrossRef, a cross-publisher membership organization that provides digital object identifiers to link
scholarly articles across journals from different publishing houses, is also interested in the CWA
because the organization pursues efforts to enable researchers "to easily identify and use
trustworthy electronic content," Geoffrey Bilder, CrossRef's director of strategic initiatives said in his
presentation.

Current scientific publishing faces a "ridiculous situation" in which researchers take data, convert it
into narrative, and then mine the corpus "with complex text-mining tools" to turn it into data again,
Bilder said.

Triples can help circumvent problems, he said, by linking objects and their properties. If two of
those objects obtain URIs, "you have a database that transcends web sites," Bilder said. Using
RDF-enabled triples, both humans and computers will be able to mine scientific articles.

CWA could help scientists practice "reading avoidance" — figuring out what they don't have to read
and "what they need to know," Bilder told BioInform.

Going forward, he said it’s unlikely that authors will help publishers build triples of texts and mark
them up in RDF, but noted that it's nevertheless "a great opportunity" for publishers, akin to
creating a table of contents or an index.

Bilder explained that maintaining the scholarly record is also about "provenance," understanding
how information came to be and who created it, since trustworthiness tells researchers whether it is
worth the risk to use the information and base further science on it.
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Many publishers, librarians, and authors are interested in finding new ways to authenticate articles,
to assure persistence of scholarly literature, or to disambiguate authors with similar names or track
names that change over the course of careers. Using triples can help in this quest, he said.
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